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Abstract. The main issues in grid-enabling scien ti�c computing en vi-

ronmen ts are iden ti�ed. As a result, a la y ered arc hitecture for a computa-

tional grid is prop osed. A case study is presen ted: a grid-wrapp er for Maple.
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1 In tro duction

The users of a scien ti�c computing en vironmen t (SCE) m ust rely on the en vi-

ronmen t's abilit y to exploit the computer's resources, an abilit y that is probably

not net w ork-a w are. These users w ould still b ene�t from a net w ork system for

large non-in teractiv e sim ulations or computations, using sev eral computers in a

system in whic h high sp eed in terconnects are not essen tial. These en vironmen ts

also ha v e some means of calling externally soft w are co des. This abilit y leads

naturally to the scenario of sev eral en vironmen t instances running on di�eren t

computers. There are already sev eral tec hnologies en visioning suc h a scenario.

Grid computing can o�er a real solution. It has emerged as a rapidly expanding

approac h to scien ti�c distributed computing. On other hand it is unrealistic to

exp ect the transition of users to the grid will b e slo w if it means abandoning the

scien ti�c computing en vironmen ts view ed as a ma jor source of their pro ductiv-

it y . Grid computings prosp ects for success will dep end on the abilit y to in terface

smo othly with the general purp ose en vironmen ts that are lik ely to con tin ue to

dominate in the scien ti�c comm unit y .

The pap er is organized as follo ws. Section 2 states the main issues in grid-

enabling scien ti�c computing en vironmen ts. Section 3 prop oses a simple la y ered

arc hitecture for a computational grid in whic h grid-enabled SCEs can b e easily

in tegrated. As a case study a grid-wrapp er w as build; Section 4 describ e it.

2 The pro cess of grid-enabling existing applications and

the a v ailable tec hnologies

Computing ev en the simple mathematical op erations suc h as a in�nite sum can

require a complicated piece of soft w are. Suc h problems can b e solv ed exp osing

existing mathematical soft w are in to user friendly in terfaces.



T o extend a SCE its k ernel m ust b e rewritten or wrapp ed in a sp ecial co de

whic h acts as an in terface b et w een the system, the user and an external co de.

The rewriting is costly and the e�ort do es not pa y o� in comparison with the

wrapping whic h not only is an easy metho d, but it also enables further up dates

when new v ersions of the SCE b ecome a v ailable. So, the steps required to add

functionalit y from an external system to an existing co de can b e conceptualized

according [13] as follo ws when the co de and adjunct system b oth reside on the

same computer: (1) install and main tain the comp onen t whic h p erforms the

computation, (2) write the wrapp er for the comp onen t, (3) design a sc heme

whereb y the wrapp er can b e in v ok ed from within the co de.

One di�cult y asso ciated with these steps is that the user of an existing

co de usually do es not w an t the incon v enience of installing and main taining an

external system. So a desirable qualit y of a framew ork to supp ort collab orativ e

to ols are: a system for �nding a remote computational service without kno wing

its lo cation b eforehand. This requires a mec hanism for disco v ery . NetSolv e [1]

for example searc hes for computational resources on a net w ork, c ho oses the b est

one a v ailable, and using retry for fault-tolerance solv es a problem, and returns

the answ ers to the user.

Sophisticated systems for disco v ery , reliabilit y and scalabilit y are already

implemen ted in grid systems. Grids comprise an infrastructure enabling scien tists

to use a div erse set of distributed soft w are, services, and comp onen ts that access a

v ariet y of disp ersed resources as part of complex scien ti�c problem-solving. Grid

applications are distinguished from traditional clien t-serv er applications b y their

sim ultaneous use of large n um b ers of resources, dynamic resource requiremen ts,

use of resources from m ultiple administrativ e domains, complex comm unication

structures, and stringen t p erformance requiremen ts, among others.

The users do not w an t to deal with the problem of transforming the syn tax

from another system in to that of its fa v orite co de. They normally w an t to ha v e a

single mec hanism to b e used for all computation requests with no extra soft w are

needing to b e loaded its fa v orite co de to in terface with eac h new external system.

T o do this the co de m ust b e able to phrase requests for computation and in terpret

the results using a standard for the represen tation of the data exc hanged (lik e

MathML [5] in the case of mathematical data). SO AP o v er HTTP used in grid

systems sho ws great promise for aggregating services o v er the in ternet where

�rew alls are used and qualit y of service is essen tial. Asso ciated with SO AP is

WSDL, a standard w a y of describing the ob jects made a v ailable on the In ternet

as services a v ailable to other systems.

There are three t yp es of in terface a system ma y ha v e: a user in terface, an

application programming in terface (API), and a command line in terface. Most

SCEs can only in v ok e other programs via a command line in terface to the op-

erating system shell. Therefore, if a system has a user in terface it can only b e

used as an adjunct system if a command-line in terface to it is build. If one wish

to in v ok e a system from a programming language, it is most con v enien t if it

can b e giv en an API. T o accomplish these transformations, a wrapp er m ust b e

implemen ted. The wrapp er presen ts the desired in terface to the op erating en vi-



Fig. 1. Op erating mo des b et w een a scien ti�c computing en vironmen t and a computa-

tional grid: (a) SCE as an in terface for the grid services; (b) SCE as grid service; (c)

m ultiple SCE k ernels on user and grid sides

ronmen t and translating external in teractions to and from the nativ e in terface

and syn tax of the user fa v orite co de.

In an y net w ork-based system, there are three main paradigms: pro xy com-

puting (the data and the program reside on the users mac hine and are b oth sen t

to a serv er), co de shipping (the serv er program do wnloaded to the users ma-

c hine), and remote computing (the program resides on the serv er, the users data

sen t to the serv er). The grid-enabling of SCEs m ust reply on the third paradigm.

Netsolv e [1] uses a clien t pro xy , that is a separate pro cess that p erforms in terac-

tions b et w een the clien t and the other comp onen ts of the system. It is p ossible

for one in terface to use m ultiple pro xies to use di�eren t t yp es of resources. F or

instance, NetSolv e pro vides a pro xy for in teracting with NetSolv e serv er, as w ell

as with Globus or Condor resources.

An adjunct system can b e also the same co de running at a remote site. Sev eral

co des running on di�eren t computers to solv e one problem can b e seen as a

parallel computational system. Only the coarsest grain parallelism can result in

e�ectiv e sp eedups under an in terpreted computation en vironmen t lik e the most

general purp ose scien ti�c computing to ols. A sp eci�c in terface to a message-

passing library w ould let the user ac hiev e this coarse-grain parallelization. This

form of explicit parallelism has the b est c hances for sp eedup, due to the user's

kno wledge of the application. Users of a full in terface to a message-passing library

can also b e con�den t ab out the easy translation of their applications to a lo w er

lev el language from whic h the library functions can b e called. On the other

hand, a full in terface to a message-passing library with the directiv es follo wing

as closely as p ossible the library call patterns, can b e regarded as a learning to ol

for that library , making it easier for the users to turn to parallel programming.

A grid-enabled system m ust ha v e at least the follo wing facilities (Figure 1):

A bility to ac c ept servic es fr om the grid:

the SCE m ust b e op ened to augmen t its facilities with external mo dules,

in particular it should b e able to explore computational grid facilities, to

connect to a sp eci�c grid service, to use the grid service, and to translate its

results for the SCE in terface;

Being a sour c e of grid or web servic es:

the SCE or some of its facilities m ust b e seen as grid or w eb services and

allo w ed to b e activ ated b y remote users under appropriate securit y and li-



Fig. 2. SCE op enness to w ards grid services, using a general SCE-grid in terface

censing conditions; furthermore, deplo ymen t of the services m ust b e done in

an easy w a y from the inside of the SCE;

A bility to c ommunic ate and c o op er ate over the grid:

sev eral k ernels of SCEs m ust b e able co op erate within a grid in solving gen-

eral problems; in order to ha v e the same SCE on di�eren t computational

no des a \grid-v ersion" of the SCE m ust b e a v ailable; in the case of di�eren t

SCEs, appropriate in terfaces b et w een them m ust b e dev elop ed and imple-

men ted or a common language for in ter-comm unication m ust b e adopted.

The in terface b et w een the grid middlew are and the SCE can b e written en-

tirely in the SCE en vironmen t or partially in the SCE and partially in some

other co des, more appropriate for the grid middlew are (for example, in the case

of Globus, suc h a language w ould b e Ja v a CoG). In the �rst approac h the added-

co de is orien ted to w ards a particular SCE and is not p ortable. The second ap-

proac h can b e more 
exible in in tegrating a new SCE in the user en vironmen t

and this approac h will b e pursued here (Figure 2).

3 A computational grid arc hitecture

A computational grid is dedicated to high-p erformance applications using widely

disp ersed computational resources. The goal of a computational grid as it is de-

�ned in [3] is to aggregate ensem bles of shared, heterogeneous, and distributed

resources (p oten tially con trolled b y separate organizations) to pro vide compu-

tational p o w er to an application program.

The main issue in constructing a computational grid is ho w to aggregate the

a v ailable soft w are and hardw are resources. Figure 3 suggests the vision that the

user m ust ha v e ab out the computational grid, shortly CompGrid: a p o ol of sp e-

cialized mathematical soft w are pro ducts w orking together to solv e its problem.

A computational grid m ust de�ne a set of appropriately la y ered abstrac-

tions suc h that irrelev an t complexities are hidden from higher la y ers, while

p erformance-critical features are rev ealed. W e prop ose the follo wing lev els: ac-

cess, managemen t and computing lev els.

A t the highest lev el, the ac c ess level , w e ha v e the grid-a w are application. F or

the user, the abstraction presen ted is a n umerical or sym b olic solv er in terface.



Fig. 3. A computational grid m ust bring together di�eren t soft w are resources

The user con trols the b eha viour of the solv er b y sp ecifying the problem, solution

resolution etc.

There are also a n um b er of e�orts for making in terfaces, t ypically w eb based,

to the grid. These are no w coined as scien ti�c p ortals or grid p ortals. The Comp-

Grid management level is represen ted b y a p ortal based on the curren t w eb

tec hnologies and the Globus [4] main services: MDS { the information service

whic h enables uniform access to information ab out the structure and state of

Grid resources, GSI { the authen tication and authorization service whic h pro-

vides mec hanisms for establishing, iden tifying, creating delegatable creden tials,

GRAM { the uniform job submission service across distributed sc heduling sys-

tems. The main comp onen ts of the p ortal m ust b e (Figure 4):

Scienc e c omp onents: Applications pro vided b y CompGrid;

Compute r esour c es: P o ol of compute resources, job submission (using GRAM);

Se curity c omp onents: Authen ticates users (using GSI);

Monitoring c omp onents: Monitors the CompGrid state (using MDS);

Display c omp onents: Displa y information;

A dministr ative c omp onents: Install soft w are on clien t.

Fig. 4. ComGrid in terface to the grid comp onen ts through Ja v a CoG



Fig. 5. GRAM - job submission

Fig. 6. Hardw are and soft w are in CompGrid

One of the main service a grid p ortal m ust pro vide is the job submission

to remote resources. The CompGrid job managemen t is based on the GRAM

service, whic h follo ws the paths depicted b y Figure 5.

F rom the tec hnical p oin t of view, CompGrid m ust bring more than only

soft w are resources: it m ust rely on a large hardw are infrastructure. The ph ysical

supp ort of the c omputing level of CompGrid m ust b e a v arious collection of

w orkstations, clusters of w orkstations, and parallel computers (Figure 6). More

details of the curren t CompGrid arc hitecture can b e found in [11].

A �rst attempt to build the CompGrid p ortal on a small scale w as rep orted in

[7]: it is based on the IBM-PC cluster as the underlying hardw are infrastructure.

4 Case Study: Maple2g, a grid-wrapp er for Maple

One of the dev elopmen ts that can lead to a wider usage of grids tec hnologies is

grid-enabling of computer algebra systems (CASs) frequen tly used in p erforming



complicated calculations. Note that it is often desirable to augmen t CAS facilities

with functionalit y from external pieces of soft w are.

The literature rep orts successful stories for Mathematica and Matlab. Net-

Solv e [1], for example, links Matlab, C and F ortran enabling the use of the

heterogeneous p o ol of grid services from user's desktop system or programming

in terface in the desire to o�er impro v ed functionalit y and p erformance of their

w orking systems. Geo dise [2] grid-enables Matlab b y allo wing the user to run its

co de remotely or use remote pac k ages exp osed as grid services. The functionalit y

of Globus is implemen ted, the clien t b eing able to disco v er the suitable resources,

to c ho ose among them through querying, to retriev e and arc hiv e the data, to run

and con trol the jobs and also to monitor the status of an job b eing executed.

Mathematica has b een grid-enabled through MathGridLink [14], pac k age ex-

p osing the system to the grid in a bidirectional manner. That is to sa y , b oth the

deplo ymen t of grid services is enabled from the CAS and the access to services

written inside Mathematica is enabled within the Grid.

Ho w ev er, at the b eginning of the pro ject referred in this pap er, nothing has

b een disco v ered while surv eying the literature with resp ect to grid-enabling

Maple. Due to the functionalit y pro vided b y sev eral pac k ages in this system,

Maple has b een selected to b e in tegrated in the grid. Maple has a pac k age for

accessing external functions and th us allo ws the executions of co des written in

external platforms, as is the case of Ja v a. Maple can b e easily p orted on w eb

since it has a so c k ets library for comm unicating o v er the In ternet and a library

for parsing MathML. The e�orts of extending Maple to a distributed v ersion

ha v e resulted in Distributed Maple [12] and PVMaple [6].

In our case study , a wrapp er has b een implemen ted for Maple's k ernel. Our

Maple-to-grid link, namely Maple2g, acts as an in termediary b et w een user's

en vironmen t and the grids, transferring transparen tly the inputs from user's

in terface of Maple to the grid.

Maple2g is th us a protot yp e of a grid-enabling wrapp er for Maple. It con-

sists of t w o comp onen ts, MGProxy , a Ja v a in terface b et w een Maple and the

grid/cluster en vironmen t, and m2g , a Maple library of functions allo wing Maple's

user to in teract with the grid/cluster middlew are. The use of Ja v a leads to p orta-

bilit y , the large n um b er of a v ailable libraries enabling further extensions. In ad-

dition, due to suc h c haracteristics, Ja v a has b een selected for in tegrating the

Commo dit y T ec hnologies with Globus. The later is the to olkit supp ort for our

w ork, as it is curren tly describ ed as 'de facto's to ol' for dev eloping APIs and

SDKs for grid. One of MGPro xy's comp onen ts uses Ja v aCoG. On the other

hand m2g enables Maple's user to use the commands for in teracting with the

grid en vironmen t in a familiar syn tax.

MGPro xy acts as therefore in terface b et w een Maple and the lo cal or remote

en vironmen ts, whereas the Maple library m2g is a easy-to-use in terface inside

Maple. Figure 7 pro jects the Maple2g comp onen ts on the CompGrid lev els.

Examples and preliminary tests of Maple2g are out of scop e of this pap er

and w ere already presen ted in [8], [9] and [10]. W e presen t in what follo ws some

details ab out some implemen tation issues.



Fig. 7. Maple2g as CompGrid comp onen t

According to the three op erating mo des depicted in Figure 1, Maple2g w orks

as follo ws:

user mo de: activ ated from inside the Maple en vironmen t, receiv es the user com-

mand from the user's Maple in terface via a so c k et in terface, con tacts the

grid/cluster services (including also other MGPro xy pro cesses), queries the

user requests to the con tacted services, and sends to the main Maple in terface

results of queries.

server mo de activ ates a Maple t win pro cess (whic h en ters in a in�nite cycle of

in terpreting commands incoming via the so c k et in terface from MGPro xy),

acts as a serv er w aiting for external calls, in terprets the requests, sends the

authen tications requests to the Maple t win pro cess, en ters in receiv e mo de

of the Maple results, and sends them bac k to the user.

p ar al lel mo de activ ated from user's Maple in terface with sev eral other MGPro xy

copies; the cop y with the rank 0 en ters in user mo de and normally runs in the

user en vironmen t, while the others en ter in serv er mo de; the comm unication

b et w een MGPro xy copies is done via a standard message passing in terface.

The commands issued from Maple are passed in the system as strings, while the

results are presen ted in MathML format.

MGPro xy is activ ated from the Maple en vironmen t and it con tacts the grid

services. Once the connection with the grid en vironmen t established, it allo ws

to further receiv e commands from the user's Maple in terface. These commands

are either queries for the appropriate services or in v o cations to those services to

p erform the op erations whic h they are endo w ed and whic h these services ha v e

published. The query results are sen t to the Maple in terface in a string format.

The m2g pac k age for the grid-enabled v ersion of Maple con tains a minimal

set of functions allo wing the access to the grid services. The follo wing ones are

the main functions:

m2g proxyinit(), MGProxy start(): Launc h Globus grid pro xy init and re-

turns the text pro vided b y it;



m2g connect( s ): De�ne the service con tact address;

m2g getservice( c; l ): Searc h for a service c and giv e a link to it, retriev e its

lo cation l

m2g jobsubmit( t; c ): Allo ws a job submission in the grid en vironmen t lab eled

with the n um b er t : the command from the string c is send to the MGPro xy

whic h treats it as a grid-service request;

m2g status( t ): Queries the status of the submitted job lab eled t ;

m2g results( t ): Retriev e the results of the submitted job lab eled t .

The functions ha v e a Maple syn tax, th us allo wing the access to the grid function-

alit y in a transparen t manner. MGPro xy receiv es these commands and p erforms

accordingly , b y submitting them to the grid en vironmen t.

In the case of the m2g getservice command a query is p erformed in the grid

en vironmen t for the requested service. In the curren t v ersion, in whic h w e rely

on Globus GT3, v ersion 3.2, services are describ ed using GWSDL in OGSI. The

Metho d Pro vider Service retriev es from the Clien t Services the functionalit y .

Since in the curren t v ersion w e address mathematical op en problems, the meth-

o ds refer to solving systems of equations. These can b e either linear or nonlinear

and w e aim at in tegrating our curren t w ork with a solv er implemen ted in Ja v a

for systems of partial-order di�eren tial equations. The clien t services can b e th us

iden ti�ed b y the functionalit y pro vided, once they register in the service registry .

In this curren t v ersion, the Globus GUI for the service con tainer is activ ated for

the selection of the desired service, but in a future dev elopmen t w e aim at pro-

viding our o wn graphic user in terface for an adequate displa y of the services of

in terest. As so on as the user has sp eci�ed his selection from the a v ailable p o ol,

the service can in v ok ed to p erform the desired task.

Maple's command m2g jobsubmit( t; c ) con tains a lab el for iden tifying the

op eration suc h that it can b e further referred. The result can b e retriev ed at

an y momen t, ev en after closing the connection with the grid. The pro cessing

at the lo cal Maple k ernel is stopp ed un til the remote service in v o cation results

in an output. This is stored in ternal un til the user requests it explicitly with

m2g results( t ). The submission is p erformed via a Ja v aCoG class whic h sub-

stitutes the globusrun command a v ailable in Globus. The class is resp onsible

for v erifying whether an activ e pro xy exists on the host mac hine, so it is user's

resp onsibilit y to activ ate it. The appropriate creden tials are also iden ti�ed and

in case they are not set prop erly , the in v o cation will fail. On the destination

mac hine, a laten t gatek eep er has to exist. If the comm unication b et w een the

gatek eep er and the pro xy results in m utual authen tication and th us the ma-

c hines comply with the securit y requiremen ts, no further latency is recorded.

The task is p erformed remotely and th us the computational cost of the authen-

tication pro cedure is comp ensated b y the impro v ed algorithmic e�ciency of the

remote mo dule (Figure 8). In a further implemen tation w e also aim at retrieving

information regarding the hardw are capabilities of the remote mac hines.

Another functionalit y in tro duced with the Grid Service is the monitoring of

the curren t submitted jobs whic h is p erformed via m2g status( t ). This informa-



Fig. 8. Information 
o w when a grid service is requested

tion will b e useful when implemen ting a threading v ersion in whic h jobs could

b e submitted remotely sim ultaneously .

An example is pro vided in Figure 9.

The computational p o w er of a CAS can b e augmen ted b y using sev eral other

CAS k ernels (the same or di�eren t CASs) when the problem to b e solv ed can

b e split b et w een these k ernels or a distributed-memory parallel metho d is used

in order to solv e it. The usage of a standard message-passing in terface for in ter-

k ernel comm unication allo ws the p ortabilit y of the parallel v ersion of a CAS in

particular an easy deplo ymen t on clusters and grids.

Fig. 9. A grid service is launc hed and its result is captured. The service is a v ailable on

the lo cal mac hine { the righ t �gure, on another cluster mac hine { the left �gure, and

on a remote mac hine { the middle �gure



P arallel co des using MPI as the message-passing in terface can b e easily p or-

ted to grid en vironmen ts due to the existence of the MPICH-G2 v ersion whic h

runs on top of the Globus T o olkit. On other hand, the latest Globus T o olkit GT3

is built in Ja v a, and the Ja v a clien ts are easier to write. This b eing the case, w e

selected mpiJa v a as the message-passing in terface b et w een Maple k ernels.

In Maple2g a small n um b er of commands ha v e b een implemen ted and made

a v ailable to the user, for sending commands to other Maple k ernels and for

receiving their results :

m2g maple( p ): Starts p pro cesses MGPro xy in parallel mo des;

m2g send( d; t; c ): Send at the destination d a message lab eled t con taining the

command c ; d , t are n um b ers, c , a string; when d is "all", c is send to all

k ernels;

m2g recv( s; t ): Receiv e from the source s a message con taining the results from

the previous command lab eled t ; when s is 'all', a list is returned with the

results from all k ernels whic h ha v e executed the command t ;

m2g rank: MGPro xy rank in the MPI W orld, can b e used in a command;

m2g size: Num b er of MGPro xy pro cesses, can b e used in a command.

Maple2g facilities are similar to those in tro duced in the PVMaple [6]. The

user's Maple in terface is seen as the master pro cess, while the other Maple k ernels

are w orking in a sla v e mo de. Command sending is p ossible not only from the

user's Maple in terface, but also from one k ernel to another (i.e. a user command

can con tain inside a send/receiv e command b et w een sla v es).

In [10] w e rep ort the test results concerning the feasibilit y of Maple2g ap-

proac h to dev elop distributed Maple applications on a small grid based on 4

Lin ux computers from t w o di�eren t sites. F or example a distributed searc h of

prime n um b ers of the form i 2

i

� 1 in the in terv al [1,2000] using 4 Maple k ernels

can b e p erformed with an e�ciency for the distributed implemen tation of 44%.

5 Conclusions

A computational grid in tends to b e a dynamic and adaptiv e en vironmen t for

solving mathematical problems. Small steps ha v e b een already tak en to con-

struct suc h an en vironmen t: an analysis of the requiremen ts and the tec hnologi-

cal solutions, a protot yp e of a grid p ortal, a grid-wrapp er for a commercial co de.

The latter one, Maple2g, enables the access to grid services and its access as a

grid service. F urthermore, Maple2g allo ws distribution of computational e�ort

to sev eral Maple k ernels running on a parallel computer, a cluster, or a grid.
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